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Smoothing Splines

A common criticism of both LPR and Cubic Spline models in the social
sciences is that they aretoo ßexible.

• A model that is overÞt has: Òtoo many parameters relative to the
amount of data and cause random variation in the data to appear as
a systematic e! ectÓ(Keele 2007, 90)

Smoothing splines are penalize extra parameters to place extra weight on
parsimony.

Spline models, since they are estimated with OLS, minimize the following:

S S ( f ) =
n!

i=1

"
y ! f (x)

#2

Smoothing splines add a term to this model and minimize the following:

S S ( f ) =
n!

i=1

[y ! f (x)]2 + λ

$ xn

x1

[ f ""(x)]2dx

The second term imposes aÒroughness penaltyÓ.
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The Roughness Penalty

LetÕs think about what the roughness penalty would mean for polynomials
(though the spline models will be more complicated than this).

f (x) = β0 + β1x + β2x2

f ""(x) = 1+ 2β2

f (x) = β0 + β1x + β2x2 + β3x3

f ""(x) = 1+ 2β2 + 6β3x

• λ is called the smoothing or tuning parameter and controls the
weight given to the penalty function.λ # 0.

• As λ $ 0, the Þt will interpolate the data (very rough).
• As λ $ % , the Þt will approach the global least squares Þt (very

smooth).
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Degrees of Freedom for Smoothing Splines

It can be shown that:
$ xn

x1

f ""(x)2dx = β" Dβ

where:

D =
%

02&2 02&k
0k&2 Ik&k

&

So, the function being minimized then, is:

S S ( f ,λ) ! ||y ! Xβ||2 + λβ" Dβ

The smoother matrixS is:

Sλ = X(X"X + λ2p D)! 1X"

wherep is the order of the polynomial basis function andd f = tr(Sλ).
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Choosing the Smoothing

You can make either one of two choices to govern how smooth the curve
looks - the degrees of freedom orλ (actually in R, λ is a function of the
spar argument to the command).
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Choosingλ

• How do we determine the appropriate value for the smoothing
parameterλ given a data set

• The same value ofλ is unlikely to work equally well with every data
set

• TheÒbestÓchoice of smoothing parameter is one that minimizes the
mean squared error:

L(λ) = n! 1
n!

i=1

( f (xi) ! fλ(xi))2

• In other words, the choice ofλ depends on the unknown true
regression curve and the inherent variability of the smoothing
estimator

• We must estimateL(λ) in order to get a data driven choice forλ

6 / 72

Cross-validation for choosingλ

• Cross-validation re-samples the original sample
• The data are split intok subsets and then our model is Þtk times,

each trying to predict using the left-out subset
• Prediction error for each subset is then calculated as the sum of

squared errors:
RS S =

!
(Yi ! öYi)2

• We do this with several possible models, choosing the one with the
smallest average error (i.e., mean squared error)

MS E =
'

(Yi ! öY)2

n

• Generalized Cross Validation (GCV) is the most commonly used
method for choosing the smoothing parameterλ for smoothing
spline models

7 / 72

Cross-validation for choosingλ (2)

• GCV usesn subsets of the data
• Each subset removes one observation from the dataset

• That is, there is one subset corresponding to each observation that is
removed

• The GCV criterion is then deÞned as:

GCV(λ) =

' n
i=1(yi ! öfλ(xi))2

(
1 ! n! 1tr(S)

)2

• Simply put, GCV compares the Þt of all models based on all possible
values ofλ, choosing the one that Þts best

• GCV choice ofλ is typically the default method in software
programs, including the packages inR
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Degrees of Freedom

• As with lowess smoothing, thed f for smoothing splines are an
approximate generalization of the number of parameters in the
parametric model

• In exactly the same way,d f for nonparametric spline models are
obtained from the diagonal of the smoother matrixS, which plays a
similar role to the hat matrixH in linear regression, it transformsY
into öY

• The approximate or e! ective degrees of freedom are deÞned by:
d fλ = trace(Sλ)

• The d fλ speciÞes, the approximate number of parameters used to Þt
the spline

• Using the e! ective degrees of freedom, we can carry outF-tests to
compare di! erent estimates and models applied to the same dataset,
especially to compare the nonparametric smooth model to a linear
model

9 / 72

Fixing Degrees of Freedom

• Smoothing parametershi for smoothing splines depend on the degree
of the splines, the number of knots and the placement of the knots

• By deÞnition, the knots are all at unique values ofX
• Moreover, the cubic degree is almost always used in practice
• This means that we need only select the penalty parameterλ

• Sinced fλ = trace(Sλ) is monotone inλ, we can invert the
relationship and specifyλ by Þxing the degrees of freedom

• A larged f returns a small penaltyλ resulting in a jagged curve
• This method of using thed f provides a uniform approach to compare

many di! erent smoothing methods

10 / 72

Smoothing Splines inR

• Two packages inR can be used to Þt smoothing splines:
• the smoothing.spline function in thesplines package
• the sm.spline function in thepspline package

• Sinced fλ = trace(Sλ) we can either specifyλ directly or invert the
relationship and specify degrees of freedom instead

• The latter method is much easier and somewhat more intuitive
• By default, GCV is used by both thesmooth.spline and sm.spline

functions to chooseλ

• Remember, like lowess models, this is a nonparametric model, so the
e! ects must be graphed

11 / 72

Comparing Degrees of Freedom
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Additive Models
What are they?
Model Estimation
Example: Canadian Prestige Data

GAM considerations
Interpretation
RSS and Degrees of Freedom
Diagnostics

Semi-Parametric Models
Interactions
Example: Inequality Data

GAMs for Limited Outcome Variables
Estimation
Inference
Example: Voting in the 1992 ANES
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Additive Regression Models

• Additive regression models essentially apply local regression to
low-dimensional projections of the data

• That is, they estimate the regression surface by a combination of a
collection of one-dimensional functions

• The nonparametric additive regression is:

Y = A + f1(X1) + f2(X2) + · · · + fk(Xk) + ε

where the f j are arbitrary functions estimated from the data, theε
are assumed to have constant variance and mean 0

• The estimated functionsf j are the analogues of the coe" cients in
linear regression
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Additive Regression Models (2)

• The assumption that the contribution of each covariate is additive is
analogous to the assumption in linear regression that each
component is estimated separately

• Recall that the linear regression model is

Y = A +
k!

j=1

BjX j + ε

whereBj represent linear e! ects
• For the additive model, we modelY as an additive combination of

arbitrary functions of theXÕs:

Y = A +
k!

j=1

f j(X j) + ε

• The f j represent arbitrary trends that can be estimated by lowess or
smoothing splines
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Additive Regression Models (3)

• Now comes the question: How do we Þnd these arbitrary trends?
• If the XÕs are completely independent (which they wonÕt be) we

could just estimate each functional form using nonparametric
regression ofY on each of theXÕs independently

• Similarly in linear regression when theXÕs are completely
uncorrelated, the partial regression slopes are identical to the
marginal regression slopes

• Since theXÕs are related, however, we need to proceed in another
way, in essence removing the e! ects of other predictors which are
unknown before we begin

• We use a procedure called backÞtting to Þnd each curve, controlling
for the e! ects of the others
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Estimation and BackÞtting

• Suppose that we have a two predictor additive model:

Yi = α + f1(xi1) + f2(xi2) + εi

• If we unrealistically know the partial regression functionf2, but not
f1, we could rearrange the equation in order to solve forf1:

Yi ! f2(xi2) = α + f1(xi1) + εi

• In other words, smoothingYi ! f2(xi2) againstxi1 produces an
estimate ofα + f1(xi1)

• Simply put, knowing one function allows us to Þnd the other - in the
real world, however, we donÕt know either so we must proceed
initially with preliminary estimates
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Estimation and BackÞtting (2)

1. Start by expressing the variables in mean deviation form so that the
partial regressions sum to zero, thus eliminating the individual
intercepts

2. Take the preliminary estimates of each function from a least squares
regression ofY on the XÕs:

yi ! øy = b1(xi1 ! øx1) + b2(xi2 ! øx2) + εi

y'
i = b1x'

i1 + b2x'
i2 + εi

3. The preliminary estimates are used as step (0) in an iterative
estimation process

f (0)
1 = b1x'

i1

f (0)
2 = b2x'

i2

4. Find the partial residuals forX1 (recall the partial residuals removeY
from its linear relationship toX2 while retaining the relationship with
X1
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Estimation and BackÞtting (3)

The partial residuals forX1 are then

e(1)
i[1] = y'

i ! b2(x'
i2)

= ei + b1x'
i1

5. The same procedure in step 4 is done forx'
2

6. Next, we smooth these partial residuals against their respectiveXÕs,
providing a new estimate off

f (1)
k = smooth

*
e(1)

i[k] on x'
ik

+

= Sk
,
Yi !

*
f (1)
1 (x'

i1) + f (1)
2 (xi2)'

+-

whereS is the n & n smoother transformation matrix forX j that
depends only on the conÞguration ofXi j for the jth predictor
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Estimation and BackÞtting (4)

• either loess or smoothing splines can be used to Þnd the regression
curves

• If local polynomial regression is used, a decision must be made
about the span that is used

• If a smoothing spline is used, the degrees of freedom can be
speciÞed beforehand or using cross-validation with the goal of
minimizing the penalized residual sum of squares

RS S ( f ,λ) !
N!

i=1

{yi ! f (xi)}2 + λ
$ xn

x1

f ""(x)2dx

• The Þrst term measures the closeness to the data; the second term
penalizes the curvature of the function
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Estimation and BackÞtting (5)

• The process of Þnding new estimates of the functions by smoothing
the partial residuals is reiterated until the partial functions converge

• That is, when the estimates of the smooth functions stabilize from
one iteration to the next, we stop

• When this process is done, we obtain estimates ofs j(Xi j) for every
value ofX j

• More importantly, we will have reduced a multiple regression to a
series of two-dimensional partial regression problems, making
interpretation easy:

• Since each partial regression is only two-dimensional, the functional
forms can be plotted in two dimensions showing the partial e! ect of
eachXj on Y

• In other words, perspective plots are not necessary, unless we include
an interaction between two smoothed terms
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GAMs inR

• There are two excellent packages for Þtting generalized additive
models inR

• The gamfunction in themgcvÞts generalized additive models using
smoothing splines

• The smoothing parameter can be chosen automatically using
cross-validation or manually by specifying the degrees of freedom

• The gamfunction in thegampackage allows either lowess (lo(x) ) or
smoothing splines (s(x) ) to be speciÞed

• The anova function can be used on both functions, allowing
di! erent models to be easily compared
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Additive Regression Models inR : Canadian Prestige

• Here we use the Canadian Prestige data to Þt an additive model for
prestige regressed on income and education

• For this example, I use thegamfunction in themgcvpackage
• The formula takes the same form as theglm function except now we

have the option of having parametric terms and smoothed terms

• The R -script specifying a smooth trend for both income and
education is as follows:
prestige.gam <- gam(prestige ~ s(income) +

s(education), data=dat)
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Additive Regression Models inR : Canadian Prestige (2)

• The summaryfunction returns tests for each smooth, the degrees of
freedom for each smooth and an adjustedR2 for the model

• The deviance can be obtained from the command
deviance(model)

> prestige.gam <- gam(prestige ~ s(income) + s(education), data=Prestige)
> summary(prestige.gam)

Family: gaussian
Link function: identity

Formula:
prestige ~ s(income) + s(education)

Parametric coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 46.8333 0.6889 67.98 <2e-16 ***
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

Approximate significance of smooth terms:
edf Ref.df F p-value

s(income) 3.118 3.118 18.86 6.79e-10 ***
s(education) 3.177 3.177 48.30 < 2e-16 ***
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

R-sq.(adj) = 0.836 Deviance explained = 84.7%
GCV score = 52.143 Scale est. = 48.414 n = 102
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Additive Regression Models inR : Canadian Prestige (3)

• Again, as with other nonparametric models, we have no slope
parameters to investigate (we do have an intercept, however)

• A plot of the regression surface is necessary

> vis.gam(prestige.gam, theta=-40)
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Additive Regression Models inR : Canadian Prestige (4)

• We can see the nonlinear
relationship for both
education and income with
prestige, but there is no real
interaction (i.e., the slope for
income is the same at every
value of education income

education
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d
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r
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Additive Regression Models inR : Canadian Prestige (5)

The vis.gam() function can also make perspective plots with conÞdence
regions if you use these=2 argument
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Additive Regression Models inR : Canadian Prestige (6)

• Since the slices of the additive regression in the direction of one
predictor (holding the other constant) are parallel, we can graph
each partial regression function separately

• This is the beneÞt of the additive model
• We can graph as many plots as there are variables, and allowing us to

easily visualize the relationships

• In other words, a multidimensional regression has been reduced to a
series of two-dimensional partial-regression plots
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E! ect of Education
> ed.seq <- with(Prestige, seq(min(education), max(education),
+ length=25))
> ed.pred <- predict(prestige.gam, newdata=data.frame(
+ education=ed.seq, income=mean(Prestige[["income"]])),
+ se.fit=T)
> lower <- with(ed.pred, fit - 2*se.fit)
> upper <- with(ed.pred, fit + 2*se.fit)
> plot(ed.seq, ed.pred[["fit"]], ylim=range(c(lower,upper)),
+ xlab="Education", ylab="Predicted Prestige", type="l")
> lines(ed.seq, lower, lty=2)
> lines(ed.seq, upper, lty=2)
> with(Prestige, rug(education))
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E! ect of Income
> inc.seq <- with(Prestige, seq(min(income), max(income),
+ length=25))
> inc.pred <- predict(prestige.gam,
+ newdata=data.frame(education=mean(Prestige[["education"]]),
+ income= inc.seq), se.fit=T)
> lower <- with(inc.pred, fit - 2*se.fit)
> upper <- with(inc.pred, fit + 2*se.fit)
> plot(inc.seq, inc.pred[["fit"]], ylim=range(c(lower,upper)),
+ xlab="Income", ylab="Predicted Prestige", type="l")
> lines(inc.seq, lower, lty=2)
> lines(inc.seq, upper, lty=2)
> with(Prestige, rug(income))
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Interpreting the E! ects

• A plot of X j versuss j(X j) shows the relationship betweenX j and Y
holding constant the other variables in the model

• SinceY is expressed in mean deviation form, the smooth terms j(X j)
is also centered and thus each plot represents howY changes
relative to its mean with changes inX

• The value of 0 on theY-axis is the mean ofY
• As the line moves away from 0 in a negative direction we subtract the

distance from the mean when determining the Þtted value. For
example, if the mean is 45 and for a particularX-value (sayx=15)
the curve is ats j(Xj) = 4, this means the Þtted value ofY controlling
for all other explanatory variables is 45+4=9

• If there are several nonparametric relationships, we can add together
the e! ects on the two graphs for any particular observation to Þnd its
Þtted value ofY
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Interpreting the E! ects (2)

5000 10000 15000 20000 25000

!
2
0

!
1
0

0
1
0

2
0

Income=10000

income

s
(i
n
c
o
m

e
,3

.0
8
)

!

(10 000,6)

6 8 10 12 14 16

!
2
0

!
1
0

0
1
0

2
0

Education=10

education

s
(e
d
u
c
a
ti
o
n
,3
)

!

(10,! 5)

• The mean of prestige is 47.3. Therefore, the Þtted value for an
occupation with average income of $10000/year and 10 years of
education is on average: 47.3+6-5=48.3 32 / 72



Residual Sum of Squares

• As was the case for smoothing splines and lowess smooths,
statistical inference and hypothesis testing is based on the residual
sum of squares (or deviance in the case of generalized additive
models) and the degrees of freedom

• the RSS for an additive model is easily deÞned in the usual manner:

RSS=
N!

i=1

(yi ! öyi)2

• the approximate degrees of freedom, however, need to be adjusted
from the regular nonparametric case, however, because we are no
longer specifying a jointly-conditional functional form
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Degrees of Freedom

• Recall that for nonparametric regression, the approximated f are
equal to the trace of the smoother matrix (the matrix that projects
Y on to öY

• We extend this to additive models:

d f j = trace(S) ! 1

1 is subtracted from eachd f reßecting the constant that each
partial regression function sums to zero (the individual intercepts
have been removed)

• Parametric terms entered in the model each occupy a single degree
of freedom as in the linear regression case

• the individual degrees of freedom are then combined for a single
measure:

d fres =

k!

j=1

d f j + 1

1 is added to the Þnal degrees of freedom to account for the overall
constant in the model
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Specifying Degrees of Freedom

• We can set either the degrees of freedom or the smoothing
parameterλ

• Also, like with smoothing splines, generalized cross-validation can be
used to specify degrees of freedom

• Recall that this Þnds the smoothing parameter that gives the lowest
average MSE from the cross-validation samples

• Cross-validation is implemented using themgcvpackage inR
> Prestige.gam2 <- gam(prestige ~ s(income, k=7,

fx=TRUE) + s(education), data=Prestige)
• We specify the number of degrees of freedom withk and specify

fx=TRUEelse GCV will be used
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Cautions about Statistical tests whenλ is chosen using GCV

• If the smoothing parametersλÕs (or equivalently, the degrees of
freedom) are chosen using GCV, caution must be used when
employing analysis of deviance

• If a variable is added or removed from the model, the smoothing
parameterλ that yields the smallest MSE will likely also change

• By implication, the degrees of freedom also change implying that the
equivalent number of parameters used for the model is di! erent

• In other words, the test will only be approximate because the
otherwise nested models have di! erent degrees of freedom associated
with λ

• As a result, it is advisable to Þx the degrees of freedom when
computing models
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Testing for Linearity

• We can compare the linear model of prestige regressed on income
and education with the additive model by carrying out an
incrementalF-test
> library(xtable)
> prestige.ols<-gam(prestige~income+education, data=Prestige)
> xtable(anova(prestige.ols, prestige.gam, test="F"))

Resid. Df Resid. Dev Df Deviance F Pr(>F)
1 99 6038.85
2 95 4584.99 4 1453.86 6.99 0.0000

• The di! erence between the models is statistically signiÞcant - the
additive model describes the relationship between prestige and
education and income much better
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Diagnostic Plots

• The gam.check function returns four diagnostic plots:
1. A quantile-comparison plot of the residuals allows us to look for

outliers and heavy tails
2. Residuals versus linear predictors (öy for continuous variables) to

detect nonconstant error variance
3. Histogram of the residuals are good for detecting nonnormality
4. Response versus Þtted values

> gam.check(prestige.gam)

Method: GCV Optimizer: magic
Smoothing parameter selection converged after 4 iterations.
The RMS GCV score gradiant at convergence was 9.783945e-05 .
The Hessian was positive definite.
The estimated model rank was 19 (maximum possible: 19)
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Diagnostic Plots (2)
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Interactions between Smoothed Terms

• The gamfunction in themgcvpackage allows you to specify a
smoothed interaction term between two or more terms

• In the case of an interaction between two terms and when no other
terms are in the model, it is essentially a multiple nonparametric
regression

Y = f1(X2, X3)

• once again, we need to graph the relationship in a perspective plot
• While it is possible to Þt a higher order interaction, once we get past

the two-way interaction the graph can no longer be interpreted
gam(prestige ~ s(income, education),

data=Prestige)
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Semi-parametric Models

• The generality of the additive model makes it very attractive when
there is complicated nonlinearity in the multivariate case

• Nonetheless, the ßexibility of the smooth Þt comes at the expense of
precision and statistical power

• As a result, if a linear trend can be Þt, it should be

• This leads us to the semi-parametric model, which allows a mixture
of linear and nonparametric components

Y = A + B1X1 + f1(X2)

• the same backÞtting procedure that is used for the general additive
model is used in Þtting the semiparametric model
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Semi-Parametric Models (2)

• Semi-parametric models also make it possible to add categorical
variables. They enter the model in exactly the same way as for linear
regression - as a set of dummy regressors

• As said earlier, thegamfunction in themgcvpackage also allows you
to specify interaction terms

• Any interactions that can be done in a linear model can also be
included in an additive model

Y = A + B1X1 + f1(X1, X2)
Y = A + f1(X1, X2, X3)
Y = A + f1(X1)D1 + f2(X1)D2

• The last of these speciÞes an interaction between a categorical
variableX2 (represented by two dummy variablesD1 and D2) and a
quantitative variableX1 for which a smooth trend is speciÞed - this
Þts a separate curve for each category
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Interactions for GAMs inR
> type.bc<-with(Prestige, as.numeric(type=="bc"))
> type.prof<-with(Prestige, as.numeric(type=="prof"))
> type.wc<-with(Prestige, as.numeric(type=="wc"))
> inter.gam<-gam(prestige~type+s(income,by=type.bc)
+ +s(income,by=type.prof)+s(income,by=type.wc),
+ data=Prestige)
> summary(inter.gam)

Family: gaussian
Link function: identity

Formula:
prestige ~ type + s(income, by = type.bc) + s(income, by = type.prof) +

s(income, by = type.wc)

Parametric coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 32.3620 0.6421 50.402 < 2e-16 ***
typeprof 16.2131 0.7196 22.531 < 2e-16 ***
typewc 6.6879 0.9287 7.201 1.59e-10 ***
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

Approximate significance of smooth terms:
edf Ref.df F p-value

s(income):type.bc 1.667 1.667 56.03 5.26e-15 ***
s(income):type.prof 1.417 1.417 153.80 < 2e-16 ***
s(income):type.wc 1.417 1.417 16.42 1.24e-05 ***
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

R-sq.(adj) = 0.819 Deviance explained = 82.9%
GCV score = 56.262 Scale est. = 52.818 n = 98
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E! ect of Income for Blue Collar Occupations

> plot.gam(inter.gam, select=1)
> title("Blue Collar")
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E! ect of Income for Professional Occupations

> plot.gam(inter.gam, select=2)
> title("Professional")
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E! ect of Income for Blue Collar Occupations

> plot.gam(inter.gam, select=3)
> title("White Collar")
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Concurvity

• The generalized additive model analogue to collinearity in linear
models isÒconcurvityÓ

• Two possible problems can arise:
1. A point or group of points that are common outliers in two or more

XÕs can cause wild tail behavior
2. If two XÕs are too highly correlated, backÞtting may be unable to Þnd

a unique curve. In these cases, the initial linear coe" cient will be all
that is returned

• The graph on the previous page is a good example: Here, type and
income are too closely related - i.e., professional jobs are higher pay,
blue collar jobs pay less and thus we Þnd only linear Þts where the
lines cross
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Inequality Data Revisited

• Recall earlier in the course we saw that there was an apparent
interaction between gini and democracy in their e! ects on attitudes
toward pay inequality

• Thus far we havenÕt put much e! ort into truing to determine the
function form of these e! ects

• We now do so using a semiparametric model that Þts a smooth term
for gini that interacts with a dummy regressor for democracy

• In other words, we Þt 2 separate curves: one for democracies and
the other for non-democracies

> weakliem <- read.table("weakliem.txt")
> nondemo <- with(weakliem, as.numeric(democrat == 0))
> demo.gam<-gam(secpay~democrat + s(gini,by=democrat)
+ +s(gini,by=nondemo), data=weakliem)
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Inequality Data Revisited (2)

> summary(demo.gam)

Family: gaussian
Link function: identity

Formula:
secpay ~ democrat + s(gini, by = democrat) + s(gini, by = nondemo)

Parametric coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 1.4974 0.2305 6.497 1.30e-07 ***
democrat -0.1369 0.1154 -1.186 0.243
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

Approximate significance of smooth terms:
edf Ref.df F p-value

s(gini):democrat 1.400 1.400 1.605 0.217
s(gini):nondemo 9.366 9.366 92.270 <2e-16 ***
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

R-sq.(adj) = 0.64 Deviance explained = 72.1%
GCV score = 0.0075881 Scale est. = 0.005766 n = 49
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Inequality Data Revisited (3)

> plot(demo.gam, select=1)
> title("Inequality in Democracies")
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Inequality Data Revisited (4)

> plot(demo.gam, select=2)
> title("Inequality in Non-democracies")
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Inequality Data Revisited (4)

• We now proceed to test whether the additive model does
signiÞcantly better than the linear model:
> demo.lm<-gam(secpay~democrat*gini, data=weakliem)
> xtable(anova.gam(demo.lm, demo.gam))

Resid. Df Resid. Dev Df Deviance
1 45 0.66
2 37 0.21 8 0.45

• We conclude that the additive model is no more informative than
the linear model
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Cautions about Interpretation

• When we Þt a linear model, we donÕt believe the model to be
correct, rather it is a good approximation

• The same goes for additive models, but we hope they are better
approximations

• Having said that, all the same pitfalls possible for linear models are
magniÞed with additive models

• Most Importantly we have to be careful not to overinterpret Þtted
curves

• An examination of standard error bands, an analysis of deviance, and
residual plots can help determine whether the detail in the Þtted
curves is important

• We can also select and delete variables in a stepwise manner (taking
out and then re-adding) insigniÞcant terms to ensure that only
important terms remain in the Þnal model - We do not want
unimportant terms inßuencing otherwise important e! ects

53 / 72

GAMs for Limited Outcome Variables

• Recall the GLM generalizes and adapts the assumptions of the linear
model to limited outcome variables

• Large sets ofÒfamiliesÓof models can be accommodated under this
framework

• Each is based on the distribution of the outcome variable
• These models are summarized by three components:

1. A linear predictorη that depends onY
2. A link function g(µ) that transforms the expectation ofY = µ to the

linear predictorη
3. A random component, in the form ofY which follows one of the

distributions of the exponential family - binomial, poisson, normal,
etc...
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GAMs for LDVs

• GAMs are an extension of GLMs
• They extend GLMs like the additive model extends the linear

regression model by replacing the linear form with an unknown
functional form determined by the data

η = A +
!

f j(Xj)

• An important GAM is the binary additive model

log
.

µ
1 ! µ

/
= A +

!
f j(X j)

• The Þtting of the GAM consists of two parts (1) estimating the
additive predictors (using backÞtting) and (2) linking the predictors
to the link function (the logit link in the binary outcome variable
case) in an iterative manner using Iteratively Weighted Least
Squares (IWLS)
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Generalized Additive Models: Estimation

• Both IWLS and BackÞtting are used to Þt GAMs without
continuous variables

• Below we brießy explore estimation of the logit model, which
employs a logit link to map the linear predictor onto the response

1. Pick start values for the constantα(0) and that partial functions f (0)

(typically β j = 0)
2. Calculate the initial response valueszi (pseudo-response) and

weights from these start values:

z(0)
i = η(0)

i +
yi ! µ(0)

i

µ(0)
i (1 ! µ(0)

i )

w(0)
i = µ(0)

i (1 ! µ(0)
i )
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GAMs estimation (2)

where

η(0)
i = α(0) + f (0)

1 (xi1) + · · · + f (0)
k (xik)

µ(0)
i =

1

1+ exp
0
η(0)

i

1

3. Use the backÞtting procedure on the weighted additive regression of
z(0) on the XÕs using thew(0) as weights

4. Recalculate the values of the pseudo-responsez and weightswi
based on the new values ofα and the smooth termsf1, . . . , fk

5. Continue until the estimates ofα and f1, . . . , fk stabilize
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Statistical Inference

• After convergence, we have Þtted a generalized additive model that
includes a speciÞc transformation ofri for each pseud-responsezi

• the estimated asymptotic variance oföη is

V(öηi) =
n!

j=1

r2
i j

öµ j(1 ! öµ j)

• And thus a 95% conÞdence envelope for the Þtted curve is:

öηi ± s
2

V(öηi)
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Statistical Inference (2)

• The degrees of freedom and deviance are obtained in a similar
manner as for the regular additive model

• The degrees of freedom are now calculated as the trace ofR, which
is the matrix that contains ther transformation parameters (it plays
the same role as theS matrix)

• Thus an analysis of deviance works in the same way
• Again the di! erence in deviance between two nested models is

distributed asχ2 with degrees of freedom equal to the di! erence in
the dimensions of the two models

• The general principles discussed here are adapted to all GAMs
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GAMÕs inR

• Both the gamfunction in themgcvpackage and thegamfunction in
the gampackage can Þt models from all the same families as those
in the glm function

• Binary logit and probit models, poisson, etc... can all be Þt using
smooth terms

• As in theglm case, ordered and multinomial logits cannot be Þt using
gam, but they can be Þt using thevgampackage

• These models have to be Þt the same way as GLMÕs inR (i.e., with
the family function).
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GAM for Voting

• Consider the GLMs we brießy looked at earlier - where we tested the
e! ect of party ID on the probability of voting democrat.

• We can essentially do the same thing here, by putting a smooth on
the party id variable.

> nes <- read.dta("anes1992.dta")
> mod <- gam(votedem ~ s(pid, k=7) + s(age) + female + educ +
+ black + retnat + south, family=binomial, data=nes)
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> summary(mod)

Family: binomial
Link function: logit

Formula:
votedem ~ s(pid, k = 7) + s(age) + female + educ + black + retnat +

south

Parametric coefficients:
Estimate Std. Error z value Pr(>|z|)

(Intercept) -2.66629 0.53079 -5.023 5.08e-07 ***
female 0.30052 0.15893 1.891 0.05864 .
educ 0.26528 0.09294 2.854 0.00431 **
black 2.19157 0.42375 5.172 2.32e-07 ***
retnatsame 1.23997 0.52320 2.370 0.01779 *
retnatworse 1.56974 0.50223 3.126 0.00177 **
south 0.07175 0.19645 0.365 0.71493
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

Approximate significance of smooth terms:
edf Ref.df Chi.sq p-value

s(pid) 5.653 5.653 358.065 <2e-16 ***
s(age) 1.516 1.516 9.756 0.0041 **
---
Signif. codes: 0 â***â 0.001 â**â 0.01 â*â 0.05 â.â 0.1 â â 1

R-sq.(adj) = 0.527 Deviance explained = 46.4%
UBRE score = -0.23441 Scale est. = 1 n = 1039

62 / 72

Looking at the Smooth Predictions

> plot(mod, select=1)
> title("Effect of Party ID")
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Looking at the Smooth Predictions (2)

> plot(mod, select=2)
> title("Effect of Age")
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Testing for Linearity in Age

> moda <- gam(votedem ~ s(pid, k=7, fx=T) + s(age) + female + educ +
+ black + retnat + south, family=binomial, data=nes)
> agelin <- gam(votedem ~ s(pid, k=7, fx=T) + age + female + educ +
+ black + retnat + south, family=binomial, data=nes)
> xtable(anova(moda, agelin, test='Chisq'))

Resid. Df Resid. Dev Df Deviance P(>|Chi|)
1 1024 766.74
2 1025 768.00 -1 -1.26 0.1299
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Things to Note When Testing

• Ensure that all other smoothed terms are forced to have the same
DF across the two models. This can be accomplished withk=#,
fx=T arguments.

• Also note that in the summary output from the model, the smooth
on age was signiÞcant.

• This only suggests that including age with the smooth is better than
not including age at all

• This does not implicitly test the linearity assumption.
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Testing Parsimony of the GAM

• We could test to see whether the GAM is more e" cient (i.e.,
parsimonious) than dummying out party ID.

> mod2 <- gam(votedem ~ s(pid, k=7, fx=F) + age + female + educ +
+ black + retnat + south, family=binomial, data=nes)
> piddum <- gam(votedem ~ as.factor(pid) + age + female + educ +
+ black + retnat + south, family=binomial, data=nes)
> xtable(anova(mod2, piddum, test='Chisq'))

Resid. Df Resid. Dev Df Deviance P(>|Chi|)
1 1025 768.34
2 1025 768.00 0 0.34 0.2248
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Predictions

• Note that the values we get on they-axis are the linear predictor,
not probabilities. We could get probabilities, but using the predict
function on a new dataset:

> newdata <- with(nes, data.frame(pid = 1:7, age = mean(age, na.rm=T),
+ female = 0, educ = mean(educ, na.rm=T), black = 0,
+ retnat = factor(2, levels=1:3, labels=levels(retnat)), south = 0))
> preds <- predict(mod2, newdata=newdata, se.fit=T, type="link")
> lower <- plogis(with(preds, fit - 2*se.fit))
> upper <- plogis(with(preds, fit + 2*se.fit))
> plot(plogis(preds[["fit"]]) ~ newdata[["pid"]], type="l", xlab="Party ID",
+ ylab="Pr(Vote Democrat)", ylim=c(min(lower), max(upper)))
> lines(newdata[["pid"]], lower, lty=2)
> lines(newdata[["pid"]], upper, lty=2)
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Predicted Probabilities
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Summary and Conclusion

• Although social science theories usually specify some direction of
causation (though we are less often in the position totest the causal
bit) these theories donÕt necessarily imply linearity

• If our goal is to model the social process as closely as possible
(within reason) then why impose linearity

• GAMÕs free us from the shackles oflinearity by default allowing the
functional form of a relationship to take on an unspeciÞed shape

• Although there are other nonparametric methods (e.g., projection
pursuit regression) the additivity constraint in the GAMs make them
comparatively easy to interpret

• The limitation with GAMs is that we need our explanatory variables
to be roughly continuous for this to work well
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Readings

' Fox (2008) Chapters 17 & 18
! Fox (2000b,a)
' Keele (2008) Chapters 2 & 3
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